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◎ High accuracy does not imply 
faithful concepts projections.

 Distribution shifts lead to 
unfaithful concepts projections.

 Concept projections should be 
evaluated directly.
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We want to learn the distribution                            . But in practice, concept labels are often 
unavailable in the task domain. Methods therefore learn the concept projection either ① from an auxiliary 
concept dataset or ② from surrogate labels generated by a VLM in the downstream domain.

① Auxiliary concept data shift: The concept projection is learned on an auxiliary concept dataset whose 
input distribution differs from the task distribution, leading to a covariate shift.

② Surrogate label shift: The concept projection is learned from VLM-generated labels on the task data, 
where systematic labeling errors can bias the learned concepts.

① Auxiliary concept data shift (                           ):

② Surrogate-label shifts (                            ):

Distribution shifts in the concept training data 
can lead to unfaithful bottlenecks.

We show based on [8] that       -divergence can quantify this shift by training a 
domain classifier to distinguish both domains. If the two domains are easy to 
separate, the divergence is large, indicating that trained concept projections will 
not be faithful.

We show that strong correlations (      ) between surrogate label errors (    ) and 
backbone activations (__) lead to unfaithfulness. In this case, the concept 
projection may learn the VLM's bias instead of the intended concepts.

Generalization Error-DivergenceShifts

Even with the same semantic concept definitions, a covariate shift between an 
auxiliary and the task distribution can make the learned projection unfaithful.

Even with the same task data distribution, a shift in the concept labels can make 
the projection unfaithful. Random noise may cancel out, but not systematic errors.

Project Page
posthoc-cbm-faithfulness.github.io

How Can We Measure Distribution Shifts?

Takeaways

Potential Distribution Shifts

                 

                    

 

  

  

  

  

   

 
 
 
 
 
 
 
 
  
 
 

         
                          

                             

               

        

                        

            

              

                

                

       

              

      
   

   

   

   

   

 
 
  
 
 
  
 
 
  

 
 
 
 
 
  
 
 
  
 
 
  

 
 
  
 
 

 
 

Post-Hoc Concept Bottleneck Models (Post-Hoc CBMs) map frozen backbone features to 
human concepts before classification. They often achieve strong downstream accuracy. 
However, high performance is possible with meaningless concepts extracted by random 
projections. Thus, task accuracy alone is not sufficient evidence for faithful concepts.

If we want to evaluate whether a concept 
projection is faithful, we have to consider the 
concept projection in the downstream domain. 
If we do not do this, we may violate Definition 1.

→
Unfaithfulness
Projections trained on data with a distribution 
shift fail to detect the task concepts.

Distribution shifts degrade the faithfulness of concept projection more than downstream 
accuracy indicates (results for the Elements dataset [1]). 

◎
Ground Truth
The classifier trained on the ground truth 
concept projection does not.

!
Misleading Accuracy
The classifier trained on the learned concept 
projection always achieves high accuracy.

The Problem

Faithfulness

Accuracy Does Not Imply Faithfulness

Can You Trust 
Post-Hoc Concept 

Bottleneck 
Models?
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